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Abstract
We explore the robustness and power of several transformative GAN architectures in generating paired images from unpaired images of two separate classes. Specifically, we challenge the problem of turning dinosaurs into lizards and vice
versa. We focus on CycleGAN which is specifically built for
this task, and compare it to other state of the art GAN architectures, UNIT and DiscoGAN.

Introduction
Transforming one image into another is something that humans have been able to do for a long time. From drawing a
real scene in a new style, to correcting errors made during
the drawing process, to improving the look of models, there
are numerous ways that humans can do this. More recently,
tools like Photoshop have made it increasingly easy for human artists to change existing images.
However, there are large issues with trying to emulate this
process in a computerized model. First and foremost is the
high data requirements. With machine learning models, we
can learn the differences between paired images and attempt
to reproduce those differences on unseen images (Isola et al.
2017). However, machine learning models require a lot of
data, and there are few datasets that contain large numbers
of paired images. Instead, the only thing we can use is the
general appearance of the different classes.

Prior Work
Traditional GAN architectures use the general appearance
directly to generate novel images from an existing class of
images. They do this by using a generator, which takes random noise and builds an image, and a discriminator which
aims to distinguish between real images and generated ones
(Goodfellow et al. 2014). However, that approach doesn’t
work when we are trying to transform one image into another. Firstly because we start with an image which is far
more organized than random noise. And secondly because
if we try to treat the original image as noise, our generated
image will not have any real relationship to the input image.
Since our goal is to create paired images, and not simply
images from each class, the second difference is critical.

Different GAN architectures use significantly different
methods to try to combat these issues. CoGAN was one of
the first to attempt image-image translation by generating already paired images (Liu and Tuzel 2016). Rather than trying to transform an image from one class to another, CoGAN instead used two GANs, with some paired parameters,
to generate two images from the same random noise. This
approach ignores our first problem by not creating pairings
for existing images, and solves the second by forcing the
two generators to share some of the same structures. So in
some sense, the first few layers of their generators, which
are linked, act as a form of encoding for both sets of images
so that they should share some similar features.
A modified version of CoGAN is Unsupervised Imageto-Image Translation Networks (UNIT) (Liu, Breuel, and
Kautz 2017). This model assumes that for any pair of images, there is a shared-latent code which resides in a sharedlatent space, and using this shared-latent code it is possible
to recover both images. UNIT seeks to find the function that
makes it possible to be able to recover each image from the
shared-latent space. The shared-latent space assumption that
UNIT makes implies the cycle-consistency restraint that is
present in DiscoGAN and CycleGAN. Since UNIT operates
closer to CycleGAN, we decided to use this version of CoGAN to compare results.
Going back to the first problem, SimGAN introduces a
one-way image-image translation technique (Shrivastava et
al. 2017). In particular, they focused on taking synthetic images from a simulator and putting them through a refiner
network to output real-looking images. They used the same
loss function as an ordinary GAN, but had a few key innovations as far as the network architecture and training. The first
of these was discriminating based on the local loss, instead
of global loss. Instead of trying to discriminate entire images, SimGAN instead discriminates on patches of images
using convolutions. Not only does this provide more samples for training, but it helps guard against image artifacts by
ensuring that each patch individually looks real. The second
innovation was in historical training. Rather than discriminating against only the most recently generated images, this
improves stability by keeping a history of past generations
and learning 50-50 from the history and the current genera-

tion. Both innovations were shown to significantly improve
results.
DiscoGAN created a different method by building upon
work which used two generators and two discriminators,
like CoGAN, and adding the cycle consistency loss (Kim
et al. 2017). The four models form two pairs of generatordiscriminator, each similar to a traditional GAN, which take
an image from one class and attempt to generate an image from the other class. The interesting part of this is the
cycle consistency loss, which helps us ensure that the input and output images are related. Cycle consistency loss
is measured across cycles of the two transformations. If
we call our two classes X and Y , then our generators are
G : X 7→ Y and F : Y 7→ X. Cycle consistency states
that F (G(x)) ≈ x and G(F (y)) ≈ y, so we can define the
overall cycle consistency loss as
Lcyc (G, F ) = Ex∼pdata (x) [kF (G(x)) − xk1 ]
+ Ey∼pdata (y) [kG(F (y)) − yk1 ]
This, however, is but one part of the loss. Alongside our
cycle consistency loss, we also add on the ordinary discriminator losses, DX and DY . The combination of these two
losses characterize DiscoGAN. We can write the discriminator loss as
LGAN (G, DY , X, Y ) = Ey∼pdata (y) [log DY (y)]
+ Ex∼pdata (x) [log(1 − DY (G(x)))]
And combine them together to get our overall loss
L(G, F, DX , DY ) = LGAN (G, DY , X, Y )
+ LGAN (F, DX , Y, X)
+ λLcyc (G, F )
But besides the cycle-consistency that they share, CycleGAN has several differences from DiscoGAN. CycleGAN
introduces the innovations from SimGAN by using local discriminators and historical training. CycleGAN also weights
the discriminator loss and the cycle consistency loss separately, in practice assigning 10x weight to the cycle consistency by setting λ = 10 in the overall loss equation (Zhu et
al. 2017).

Approach
Data
To do our experiments, we needed to collect a large number
of images from each of our image classes. To do this we used
the ImageNET dataset to find various images of different
types of dinosaurs and lizards (Deng et al. 2009). We picked
several species for each class and combined them together to
get our whole training set. For dinosaurs, we combined images of t-rexes, triceratops, pterodactyls, allosauruses, ceratosauruses, icthyosauruses, and pachycephalosauruses. For
lizards we used green lizards, horned lizards, Texas horned
lizards, frilled lizards, and basilisks.
For each subset, we downloaded all available images and
rescaled them to be a consistent 256x256 pixel size. With
many of the available images being invalid or not representative, we had to do a lot of additional processing. Especially

for our dinosaur images, many were pictures taken of fossils,
toys, or statues rather than realistic-looking images. And of
course, since there are no pictures of real dinosaurs, we instead chose to focus on realistic looking images and statues.
We manually sorted and categorized the dinosaur images to
remove the invalid ones and separate out the fossils for other
tests, though we never ended up using them. After aggregating all the valid images, we then split each of our two classes
into separate training and test sets so that we could measure
performance. All together we had about 800 dinosaur images and 1500 lizard images with 88 percent of those being
chosen as training samples and the rest being left for testing.

Implementation
To implement CycleGAN and our other baselines, we used
open source implementations and deployed them onto the
AWS cloud using GPU instances.
While CycleGAN was programmed to be image metadata agnostic, we had to write small scripts to properly sort
the files and initialize the training. The base configurations
were set to run 2000 iterations per epoch with a sample
size of 1. While we allowed the model to train for over 130
epochs, we stopped to sample at different states. We ran CycleGAN for around 25 epochs with the generator loss being
weighted equivalently to the discriminator loss (similar to
DiscoGAN). This short experiment did not get result in convergence by the loss functions, so we kept with the original
algorithm.
The UNIT source code came with configuration files that
were used on example data sets that from the original UNIT
paper. In order to run our data set using UNIT, we modified
the summer to winter configuration file. We modified this file
because its configurations were the most suited to our needs
already, because this configuration was made for 256x256
pixel images just like our data set. This configuration was
originally set to run for one million iterations, but we had to
lower this number because of the cost and time constraints
placed upon us. We ran roughly 27,000 iterations before beginning our tests.
The DiscoGAN uses batch size of 64 instead of one. The
original code resizes images to 64x64, but we resize images
to 256x256. Roughly 8000 iterations were used fro training.

Experimental Evaluation
We used several measurements to evaluate our CycleGAN
and to compare it against UNIT and DiscoGAN.

Reconstructed Image Evaluation
One feature of CycleGAN is the cycle consistency loss. This
loss value maintains F (G(x)) ≈ x and G(F (y)) ≈ y.
Figure 1 shows an example of an image from the lizard
set passed into F (G(x)) In order to verify the resulting
reconstructed images are accurate, we needed a quantifiable test to show that accuracy was retained on the reconstructed image. We used two metrics to analyze the images:
Mean Squared Error (MSE) and Structural Similarity Index
(SSIM). Mean squared error is simply a per-pixel analysis
of the image, with the squared error summed and averaged

Figure 1: Original and reconstructed images from CycleGAN side by side.
over each pixel. SSIM is a multi-channel similarity index
(Zhou Wang and Simoncelli 2004). SSIM measures the similarity between images based on visual structures, and is often used to test the results of compression. Since we are
modifying and restoring an image, it makes it a good test
for the accuracy.
The test set (12% of images from each category) were
taken and were reconstructed following F (G(x)) and
G(F (y)). Those approximately 50 images had individual
MSE and SSIM values calculated. Finally, those values were
averaged together. Table 1 gives the values for each image
class over the different GANs. A lower score for MSE is
desirable, with a score of 0 meaning a pixel perfect reconstruction. For SSIM, we are looking for scores closer to 1,
with a range of [0,1]. While this verifies CycleGAN’s cycle
consistency functions the best, it is not an accurate measurement of the GAN, because if a GAN did nothing, an image’s
Real, Fake, and Reconstructed instances would be compared
and would have an MSE of 0 and SSIM of 1.
Lizard
Dinosaur

MSE
28.87
29.41

SSIM
0.86
0.84

a significantly higher proportion of orange and yellow pixels compared with blue, green, and red. However, compared
with lizards, dinosaurs tended to have a much larger amount
of blue and a somewhat higher portion of red. As in parts
of figures 5 and 7, we can observe that some lizards or their
environments were turned blue, which would, according to
our histogram observations, make the colors more likely to
be those of a dinosaur.
Since the colors of the animals themselves largely seems
to be browns and grays with various colors of accents, it’s
not surprising that a large portion of the colors we see are the
oranges and yellows as the colors of dirt, sand, and gravel as
well as the dinosaurs and lizards that fit with them. Interestingly though, we often see color contrasts reversed in different ways depending on the images. In figure 6, we have some
dinosaurs becoming more vibrant and green while dinosaurs
which are already vibrant become duller, more grayscale,
and more camouflaged.
To empirically evaluate the histograms, we used ChiSquare measurements to compare the histograms of real images to all other categories. Table 2 shows the comparisons.
Since lower numbers imply stronger relationships, it makes
sense that comparing the real images to their own histograms
returns 0. When comparing lizards with dinosaurs, we see
that across real, recreated, and fake, lizards are more like
lizards and dinosaurs are more like dinosaurs. Additionally,
we see that fake images created from the opposing class are
less similar to real images than recreations.

Lizard
Dinosaur

Liz.
Real
0
576

Liz.
Rec.
309
860

Liz.
Fake
1130
559

Dino
Real
7222
0

Dino
Rec.
3369
325

Dino
Fake
6196
431

Table 2: Histogram Chi-Square Statistic for CycleGAN.
Each of the columns are comparing against real lizards and
dinosaurs. Smaller numbers mean stronger relationships.

(a) CycleGAN

Lizard
Dinosaur

MSE
55.83
39.99

SSIM
0.60
0.70

(b) UNIT

Lizard
Dinosaur

MSE
64.66
71.04

SSIM
0.29
0.28

(c) DiscoGAN

Table 1: MSE and SSIM for Reconstruction

Histograms
Another metric we looked at was via histogram comparisons. For each of the different categories, real, recreation,
and fake, for each of lizards and dinosaurs, we calculated the
average color histogram by hue (see Figure 2). From observing these graphs, we see that both dinosaurs and lizards has

To compare, Table 3 shows the same information, but with
histograms coming from UNIT instead of CycleGAN. Because of the particular metric, the two are hard to compare
directly. However, we do still see fairly similar results with a
few large problems. One problem is that fake dinosaurs appear to be more like lizards than they are to dinosaurs which
is naturally problematic. Another problem is that lizards
seem to be more like dinosaurs than fake dinosaurs are. This
makes some sense with fake lizards because they are constructed from the dinosaur set in the first place, but it is clear
that fake dinosaurs should not be less like dinosaurs than
real lizards are as the fake dinosaurs should be created by
taking real lizards and changing them to be more similar to
dinosaurs. Strangely, we find that the results of lizard to dinosaur and dinosaur to lizard actually look quite different
despite using generators which shares some weights. In all,
the UNIT results seem clearly worse than the CycleGAN
ones, with results directly contrary to the expectations of the
experiment.
Having said all this, there are some clear problems with
histogram evaluation. While helpful in talking about color

Figure 2: Color based histogram of lizards and dinosaurs. For each category, the histograms were averaged across the entire
dataset. The reconstructed images and fake images were generated by CycleGAN.

Lizard
Dinosaur

Liz.
Real
0.0
350

Liz.
Rec.
575
613

Liz.
Fake
214
385

Dino
Real
790
0

Dino
Rec.
452
362

Dino
Fake
525
608

Table 3: Histogram Chi-Square Statistic for UNIT. Each
of the columns are comparing against real lizards and dinosaurs. Smaller numbers mean stronger relationships.

and general appearance, the histogram approach is not very
powerful and removes all spacial information from the data.
There are also different measurements of similarity between
histograms, which all had similar, but somewhat less clear
results. Additionally, we only looked at the hues used, ignoring the other components of color such as the saturation.
By looking at RGB histograms, we also observed that the
total brightness, or saturation, of the dinosaur images was
less than that of the lizard images, which we ignored in our
analysis.
On top of all that, as we’ve discussed, a significant amount
of information comes from the background of the image.
Since a histogram has no spacial information, there is no
way to distinguish between the background and the foreground which has subject. We find that many lizard images especially are of earthy lizards on sand, dirt and gravel.
Since the lizards are actually camouflaged in these images,
the histogram doesn’t distinguish anything, whereas our
GANs actually can make a meaningful distinction in many
cases. But since the loss measurements of the GANs and the

Figure 3: CycleGAN loss values over 130 epochs.

histograms aren’t directly related, it’s hard to judge how they
compare except versus other models.

Loss Functions
Another method of accuracy is evaluating the loss functions
used by the GANs we tested. The graph for CycleGAN in
Figure 3 shows all six loss functions headed for convergence. The loss values for the other GANs did not follow
as clear of a convergence, instead oscillating at higher levels.

Original

CycleGAN

UNIT

DiscoGAN

Figure 4: A comparison of all three methods on the same input. The top row is lizard-to-dinosaur. The bottom row is dinosaurto-lizard.

Qualitative Results
There was a stark contrast between the quality difference of
CycleGan, UNIT, and DiscoGAN in producing the results
that we were seeking. Figure 4 shows a comparison across
GANS for both a lizard and dinosaur image.
After running UNIT for around 27,000 iterations on our
training set, we began to test the results. The most noticeable
trend that UNIT displayed seemed to be that it turned colors
close to white closer to black and colors closer to black into
white. The same held true when we tried converting images
of dinosaurs into images of lizards. It is unclear why this was
the UNIT produced images with these results, however we
hypothesize that it may be because UNIT needs more iterations than CycleGAN to produce results that perform similarly to CycleGAN. In order to find the shared-latent space,
UNIT might rely on changing the colors of the image drastically in its early iterations and needs more time to correct
itself. Unfortunately, we were unable to train UNIT for more
iterations due to both cost and time constraints.
DiscoGAN was trained for around 8000 iterations with a
batch size of 64. Although both of the discriminator loss and
generator loss decreased from the first several epochs, they
did not converge to zero. Instead, both were oscillating at a
high level. To avoid local minimum, changing learning rate
was tried, but no significant improvement was seen. Practically, the cross entropy function was replaced by the lease
square function in the objective function to get more stable
training performance. The trained DiscoGAN model did not
keep the detail texture information, such as the skins and
the shape of the objects. During training, more details of object were retained than the initial models. Hopefully, more

iterations or better tuned hyperparameters can lead to better
performance.
CycleGAN’s results were more ”accurate” from a qualitative view. Figure 5 shows examples of CycleGAN apparently modifying the scale of the images. The rocks seem
to become greenery or even water. Figure 6 shows some
of the interesting examples of Dinosaur to Lizard generator. A lot of the time, two things happened: the skin of the
dinosaur was turned green or the dinosaur was blended in
to the surroundings. When looking at the training images of
the lizards, many were camouflaged, making this behavior
by the GAN expected. It was noticed that early on in the CycleGAN training that the network would switch the hue of
the image in order to quickly minimize loss. As it went on,
the network began applying more localized changes instead
of broad hue changes.

Discussion
From our experiments, it seems clear that CycleGAN performed significantly better than our baselines on the data.
While there are many caveats in training time and resources,
there is a reasonably strong indication that CycleGAN is the
best among the models we tested for our particular task.
From all empirical measurements, as well as from some
qualitative analysis, CycleGAN produced better output images while also preserving the best reconstructive abilities.
This makes sense since CycleGAN classically weights the
reconstruction as 10x as important as the novel image translation.
However, despite the relative success of CycleGAN for
our task, the actual image translations are still significantly

behind what we hoped for. Very few, if any, of the output
images could truly be mistaken for the opposite class. The
original authors evaluated CycleGAN on much simpler tasks
which generally involved a change of style, texture, or color.
While all three of these are important for our task, the most
important change is arguably the shape. For instance, the
horns, eyes, and mouths of many dinosaurs and lizards differed massively. The legs and postures of dinosaurs are generally longer and higher compared to lizards which mostly
crawl near the ground or in trees. Without adjusting the
shape of these creatures, it may be impossible to truly produce images belonging to the opposing class.
Considering the difficulty of the task, CycleGAN did
achieve some very interesting results in some ways. In figures 4 and 5, there are several images where the model manages to change the lizard separately from its environment
and create an effect where, due largely to shading and contrast, the scale of the image seems to be different in the dinosaur domain. In particular, the first two pairs in figure 5
go from orange-brown sand and lizards to clearly contrasted
lizards on terrain that looks like hilly forests. While there
may be bias here, those two outputs look like they’re pictures of much larger creatures than the original input lizards.
Apart from the models we tested, there are also other recent state-of-the-art models like Creative Adversarial Networks (CANs (Elgammal et al. 2017), InstaGAN (Mo,
Cho, and Shin 2019) and Imaginative Adversarial Networks
(IANs) (Hamdi and Ghanem 2019), where IANs actually use
CycleGAN as part of their model. All of these attempt to
tackle some of the problems we observed during our experiments. They are, in a large part, focused on the creativity
required to create novel images. The IAN paper in particular
focused on the same kind of image-image task we attempted,
by doing things like turning animals into flowers or people
into different types of animals, with reasonable results. Because of the novelty, their images often looked less like real
images, but also appeared to be more similar to their goal
classes than our experiments were.
There is still much to be done in the area of creating novel
images with many possible directions to move forward in.
Just in this paper we’ve discussed optimizations, new loss
functions, model architectures, and stabilization tricks. All
of these areas, and more, can be expanded in various ways.
For instance, what if we looked at the 2-cycle consistency
loss using kF (G(F (G(x)))) − xk1 , or considered a cycle
discrimination loss like klog DX (F (G(X))−log DX (x)k1 ?
Or with SimGAN introducing patch-based local discriminators, perhaps we could try multi-scale discriminators which
could classify patches of different sizes to help account for
changing larger structures as well as textures while also preventing visual artifacts.
Someday soon, we will hopefully be able to generate real
looking images of one class by changing another image. Not
only for novel things like changing art, animals, and people,
but also for more common practical problems like recoloring
old photos, refining low resolution images, and recreating
environments from depth maps. We would like to conclude
by saying that dinosaurs are cool.
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Figure 5: A collection of CycleGAN Lizard to Dinosaur images, showing the attempt to change scale and environment.

Figure 6: A collection of CycleGAN Dinosaur to Lizard images, showing an increase in camouflage and change in the
skin coloring.

Figure 7: A few more interesting Lizard to Dinosaur examples from CycleGAN.

Figure 9: A few images that did not belong in the dataset,
making it past our pruning process and run through CycleGAN.
Original
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CycleGAN

CycleGAN

UNIT

Figure 8: A collection of interfering objects being transformed.

