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Abstract

When it comes to machine learning, the alignment
problem poses a complication for models trying
to balance privacy and fairness. We propose three
methods to achieve high accuracy while main-
taining strong ϵ-Differential Privacy bounds. By
utilizing large pre-trained models, we extract fea-
tures for new datasets and can train a diferentially
private model over the extracted feature vectors.
By doing this, we propose that we can obfuscate
individual sample information and still maintain
a high accuracy for low ϵ values when compared
to previous benchmarks. In particular, our meth-
ods are able to produce state of the art results
on the CIFAR-10, CIFAR-100, and Chest X-Ray
datasets given a strong ϵ constraint.

1. Introduction
Aligning machine learning with human values such as pri-
vacy and fairness, known as the alignment problem (Chris-
tian, 2020) is one of pre-eminent challenges in the field.
While the alignment problem has only recently been de-
fined, privacy and fairness in machine learning have been
extensively studied topics in the last several years (Liu et al.,
2021; Mehrabi et al., 2021). However, a common consensus
is that aligning a model to social values often compromises
the model’s accuracy and efficiency. Moreover, a recent
finding (Bagdasaryan et al., 2019) shows intrinsic tension
between different values such as privacy and fairness; that
is, aligning a model to one value (e.g. privacy) may harm
the other value (e.g. fairness). Therefore, the practical re-
search goals on the alignment problem are to understand
the origin of such trade-offs and devise novel methods for
better performance given social constraints.

In this paper, we look into a subproblem of the alignment
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problem, which is the problem of preserving privacy in ma-
chine learning systems. While there are several different
approaches toward private machine learning, we mainly fo-
cus on differential privacy (Dwork, 2006), which is a de
facto standard formalism of privacy in data science and
machine learning. We formally introduce the notion of dif-
ferentially private (DP) learning in Section 2.2. An intuitive
understanding of DP learning is as follows: the training
algorithm should output similar models (or model parame-
ters) for any given two training sets that only differ by one
example. This requirement is parametrized by a parameter
denoted as ϵ (see Definition 2.1)1, where it controls how
two output distributions (over model parameters) are close
to each other. Smaller ϵ indicates two distributions are in-
distinguishable. While there is no consensus on what value
of ϵ should be considered as a safe guarantee of privacy,
most works consider ϵ ∈ [1, 10]. In this work, we consider
ϵ < 1.0 as the strong privacy regime.

In Section 1.1, we build up our main thesis by introducing
relevant works. In Section 1.2, we summarize our contribu-
tions. In Section 2, we introduce a set of notations and the
formal notion of differentially private learning. In Section
2.3, we introduce feature extractors used in our experiment.
In Section 3.1, we informally state our theoretical contri-
bution. In Section 3.2, we benchmark our new baseline
methods and show that they outperform existing methods
by large margins in natural datasets such as CIFAR-10 and
CIFAR-100.

1.1. Related Works

The seminal work of (Abadi et al., 2016b) first demonstrated
practical private training of deep learning models by invent-
ing a tool called “moment accountant”. Moment accountant
is a set of convenient mathematical rules that allows one to
track DP parameters along each training step. The moment
accountant technique is implemented in standard DP deep
learning frameworks such as Opacus (Yousefpour et al.,
2021) and TF Privacy (Abadi et al., 2016a).

Even after the initial breakthrough by (Abadi et al., 2016b)
and recent breakthrough by (Luo et al., 2021), DP deep
learning methods are still remained to be unscalable to
real-world datasets due to their slow convergence and low

1δ is customarily set to 10−5.
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accuracy. So why do deep learning and DP not work to-
gether on real-world datasets? Recent theoretical (Feldman,
2020; Brown et al., 2021) and experimental works (Feld-
man & Zhang, 2020) suggest that real-world datasets are
mixtures of subpopulations whose occurrence statistics are
long-tailed. Long-tailness of real-world datasets implies
that any accurate learner should memorize examples from
each subpopulation. From this point of view, DP learners
cannot achieve good accuracies as DP constraints prevent
them from memorizing training examples.

The most relevant work to ours is (Tramer & Boneh, 2020).
This work argues that modern DP deep learning methods
have not yet achieved the ’AlexNet’ moment by showing
that a linear classifier over features extracted from a simple
handcrafted feature extractor (Oyallon & Mallat, 2015) can
easily outperform deep neural network-based classifiers in
DP setting.

1.2. Main Contributions

We develop our main point from (Tramer & Boneh, 2020).
We argue that large-scale pre-trained networks such as Vi-
sion Transformer (ViT) (Dosovitskiy et al., 2020) and CLIP
(Radford et al., 2021) are exceptionally good feature extrac-
tors for private learning. Specifically,

1. We show that a linear classifier trained with features
extracted from ViT and CLIP can outperform state-
of-the-arts in realistic datasets such as CIFAR-10 and
CIFAR-100.

2. We prove that under a certain long-tail condition on
data distribution, it is impossible to achieve both high
accuracy and privacy (Informally stated in Theorem
3.1).

Our method can be seen as a simplification of the DP learn-
ing strategy of utilizing public datasets. Public datasets can
help private learning by allowing classifiers to learn features
(inductive bias) within the target domain with less access
to the private dataset. This strategy has been adopted in
state-of-the-art methods like PATE (Papernot et al., 2018)
and Sparse Network Finetuning (Luo et al., 2021).

We denote features from large-scale pre-trained models as
“foundation model” features following the term coined in
(Bommasani et al., 2021). Foundation models (e.g. GPT-3,
BERT, ViT and CLIP) are large-scale deep neural networks
trained over large-scale datasets. A common feature among
foundation models is that they generalize to unseen tasks
from few examples. This capability of foundation models
suggest that they can help building better private models as
suggested in (Bommasani et al., 2021).

Finally, our theoretical result (Theorem 3.1) suggests that
foundation model features are not long-tailed as there is
a fundamental tension between accuracy and privacy in

long-tailed distribution. This result can guide us to build
better feature extractors for differentially private learning
by regulating the long-tailness of extracted features.

2. Preliminary
2.1. Notations

Let D = {(xi, yi}Ni=1 be labeled dataset of size N . We
denote D as the set of all possible labeled datasets and F as
the set of machine learning models. Also we denote ∆(F)
as the set of all probability distributions over F . With these
notations, we formalize any randomized training algorithm
M as a map M : D → ∆(F). As most training algorithms
(e.g. SGD) are not deterministic, this gives the most general
formalism.

2.2. Differentially Private Learning

Definition 2.1 (Differentially Private Learning). We say
the learning algorithm M : D → ∆(F) satisfies (ϵ, δ)-
differential privacy, if for any training sets D, D′ that differ
in one example, and any S ⊆ F :

Pr [M(D) ∈ S] ≤ eϵ Pr [M(D′) ∈ S] + δ, (1)

where ϵ controls how two distributions M(D) and M(D′)
are close to each other and δ controls the chance of the
mechanism M fails to be private.

It is customary to set δ = 10−5. We follow this custom and
use Opacus framework(Yousefpour et al., 2021) to track ϵ
parameter given δ = 10−5.

2.3. Feature Extractors

In this section, we breifly introduce our main method. As
mentioned in Section 1.2, our method is a linear classifier
over features extracted from ResNet50, ViT and CLIP. Due
to it’s simplicity, we propose our method as a new base-
line. Dimensions of extracted features are listed in Table
1. We use Opacus framework to train linear classifiers.
Since naive hyper-parameter optimizations suffer from pri-
vacy leaks, one has to adopt differentially private version of
hyper-parameter optimization (Liu & Talwar, 2019; Priyan-
shu et al., 2021). We circumvent this problem by fixing
the hyper-parameters before seeing the test performance.
We choose Batch Size = 32, Number of Epochs = 20,
Learning Rate = 0.1 and Maximum Gradient Norm =
1.2.

3. Results
3.1. Theoretical Results

In this section, we informally state the main theorem that
gives a negative result on training a private classifier over
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long-tailed distribution.

Theorem 3.1 (Informal). Let M be the number of sub-
classes in long-tailed data distribution. Any sufficiently
well-behaving training algorithms are ϵ-differentially pri-
vate with ϵ ≥ M lnN , where N is the size of training set.

The full version of Theorem 3.1 and its proof can be found
in the supplementary material (Theorem 2.1).

3.2. Experiment Results

We designed our experiment based on the experiment de-
scribed in Tramer & Boneh (2020). We have selected a
number of datasets and have chosen pre-trained models that
we will extract the final layer from. The models chosen are
ResNet50 (He et al., 2016), ViT (Dosovitskiy et al., 2020),
and CLIP (Radford et al., 2021). The penultimate layer
was chosen, and for each batch of images sent through the
models, we extracted a feature vector the size represented
in Table 1. This feature vector represents the embedding of
a given image before any activation functions are employed.
For CLIP, a vector of sentences was generated using the
following form: ”This is a picture of a/an CLASS”. For
MNIST we replaced the classtext with: ”This is the number
CLASS”. For EuroSAT and Chest X-Ray we explicit told
clip it was a satellite image or x-ray respectively.

Pre-Trained Model Output Dimension

ResNet50 2048
ViT 768

CLIP 512

Table 1. Dimensions of the extracted layers.

For our chosen datasets, we then trained a differentially
private linear classifier using the extracted features as our
input. Our hyperameters were a chosen ϵ, δ of 10−5, 20
epochs, and a learning rate of 0.1. The Datasets chosen
were MNIST, Fashion-MNIST, and CIFAR-10 for compar-
ison against (Tramer & Boneh, 2020). PlantDisease and
EuroSAT for comparison against (Luo et al., 2021). Chest
X-Ray for comparison against (Ziller et al., 2021). We chose
CIFAR-100 as another dataset for which there is not a base-
line comparison. The test results are compared to the base-
line measurements as well as their respective ϵ-Differential
Privacy scores. The linear classifier was programmed using
pyTorch and Opacus for the utilities provided to measure the
moment accountant. Then, the linear classifiers were trained
and tested using a split made up of extracted features.

3.3. Analysis

The results from the Linear Classifiers are shown in Table
2. We see that for MNIST and Fashion MNIST, ScatterNet

performs better at the lowest ϵ values. For CIFAR-10, our
ViT and CLIP extracted models perform better than both
previous attempts with CNNs and ScatterNet for both ac-
curacy and ϵ-DP values. For CIFAR-100 we were able to
maintain above a 70% accuracy while maintaining an ϵ of
0.5. Compared to (Luo et al., 2021) our accuracy was lower,
but our static ϵ of 0.5 guarantees stronger privacy than the
range provided for the PlantDisease and EuroSAT accura-
cies. Our ViT-LC classifier was able to come within 0.2%
of their work for EuroSAT. Our ViT-LC and ResNet50-LC
had lower Area Under the ROC Curve (AUC) scores for
the Chest X-Ray Dataset than the CNN proposed by (Ziller
et al., 2021) while maintaining a lower ϵ-DP. For all tests
performed on the Chest X-Ray, we measure performance in
AUC to match the reports found in (Ziller et al., 2021). The
Chest X-Ray results are particularly promising because it is
the smallest dataset we tested (5,232 images). It also was
the only medical dataset, so the real world application of
the alignment principle is very relevant. We want to protect
the patient’s information, but also want to deliver the best
possible result for an individual.

From the benchmark results displayed in Table 2, we can see
the privacy tradeoff for accuracy: as the bound of ϵ weakens
(ϵ increases) accuracy increases for ScatterNet. We show
in Figure 1 that the tradeoff exists with our models as well.
By loosening the restriction on ϵ for our methods on the
CIFAR-10 dataset, we see accuracy increase for all three.
ResNet50 has the largest growth, whereas ViT and CLIP
both maintain a small margin in their accuracy.

Using t-SNE we were able to perform a visual analysis on
how well the extracted features clustered when reduced to
two dimensions. Figure 2 gives the plots for CIFAR-10
and Chest X-Ray for our three different feature extracting
methods. It is clear that the visual distribution of the fea-
ture vectors matches the accuracy differences of our trained
linear classifier. As we move from Resnet50 to CLIP to
ViT, the clusters become more pronounced, specifically for
CIFAR-10 where we saw performance better than previous
benchmarks.

A final benchmark we conducted was producing a chart of
non-DP bound accuracy scores for an N-Shot classifier built
on top of CLIP. This method is not guaranteed to fall under
any (ϵ, δ)-DP comparisons. By comparing the best accuracy
scores from the experiment (all datasets performed best at
the Full-Shot benchmark) to our Differentially Private accu-
racy scores, we can get an understanding of how much the
tradeoff demonstrated in Figure 1 is affecting our accuracy
results. Surprisingly, we can see that we are actually pushing
the bounds for ϵ bound methods. Table 3 gives us scores for
many of the datasets that are very close to our ϵ-DP bound
accuracies. Chest X-Ray, our state of the art differentially
private method actually performed better than the non-DP
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Performance (Accuracy % or AUC)

Data ϵ-DP Source CNN SN+LC SN+CNN ResNet50+LC ViT+LC CLIP+LC

MNIST

1.2 Feldman & Zrnic (2020) 96.6 98.1 97.8 91.8 94.9 95.5
2.0 Abadi et al. (2016b) 95.0 98.5 98.4
2.32 Bu et al. (2020) 96.6 98.6 98.5
2.5 Chen & Lee (2020) 90.0 98.7 98.6
2.93 Papernot et al. (2020) 98.1 98.7 98.7
3.2 Nasr et al. (2020) 96.1 –
6.78 Yu et al. (2019) 93.2 –

Fashion-
MNIST

2.7 Papernot et al. (2020) 86.1 89.5 88.7 83.6 88.1 86.0
3.0 Chen & Lee (2020) 82.3 89.7 89.0

CIFAR-10

0.5 Luo et al. (2021) 73.3 – – 49.7 94.0 92.7
3.0 Nasr et al. (2020) 55.0 67.0 69.3
6.78 Yu et al. (2019) 44.3 – –
7.53 Papernot et al. (2020) 66.2 – –
8.0 Chen & Lee (2020) 53.0 – –

CIFAR-100 0.5 This work – – – 16.2 72.0 60.05

PlantDisease 0.5 This work – – – 83.7 92.1 87.1
[0.5, 1.5] Luo et al. (2021) 97.9 – –

EuroSAT 0.5 This work – – – 78.9 89.9 88.8
[0.5, 1.5] Luo et al. (2021) 90.1 – –

Chest
X-Ray
(AUC)

0.5 This work – – – 0.92 0.94 0.74
0.52 Ziller et al. (2021) 0.85
2.69 Ziller et al. (2021) 0.88

Table 2. A comparison of proposed differentially private methods in comparison to previous diferentially private CNN implementations.
SN represents the results of ScatterNet proposed in Tramer & Boneh (2020). LC and CNN abbreviations represent Linear Classifiers
and Convolutional Neural Networks respectively that have been trained on top of the extracted features. ResNet50+LC, ViT+LC, and
CLIP+LC represent our contributed methods.

N-Shot classifiers. CIFAR-10 and CIFAR-100 which were
also achieved high accuracy compared to the benchmarks
fell within a few percentage points of the non-DP classifier.

Figure 1. ϵ’s effect on accuracy for the CIFAR-10 Dataset.

4. Conclusion
In conclusion, we show that large-scale pre-trained networks
are good feature extractors for private learning. We show
that for CIFAR-10 and CIFAR-100, we can achieve new
accuracy benchmarks at very low ϵ-DP values. We also
show that for small datasets where Differential Privacy be-

comes very important, e.g. Chest X-Ray, the abstraction
into feature vectors can protect an individual’s privacy by
introducing a better AUC for a lower ϵ than previous studies.

We also posit that for certain long-tail conditions on data dis-
tributions that make it impossible to optimize both accuracy
and privacy. Because of this, methods that value privacy
and can achieve reasonable accuracy present the best case
scenario in approaching the alignment problem.

5. Contribution
40%: Joon; 30%: Matt; 30%: Yu;

Joon and Matt conducted the experiments and wrote the
main body of the paper. Yu proved Theorem 3.1 and wrote
the supplementary material.
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(a) ResNet50 - MNIST (b) ResNet50 - FMNIST

(c) CLIP - MNIST (d) CLIP - FMNIST

(e) ViT - MNIST (f) ViT - FMNIST

Figure 3. t-SNE Plots for MNIST and Fashion MNIST
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(a) ResNet50 - PlantDisease (b) ResNet50 - EuroSAT

(c) CLIP - PlantDisease (d) CLIP - EuroSAT

(e) ViT - PlantDisease (f) ViT - EuroSAT

Figure 4. t-SNE Plots for PlantDisease and EuroSAT
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(a) ResNet50 - CIFAR-100

(b) ResNet50 - CIFAR-100

(c) CLIP - CIFAR-100

Figure 5. t-SNE Plots for CIFAR-100


